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Extending Cisco ServiceFlex Design:
Occam Networks Access Technology

This paper describes how the Cisco ® ServiceFlex design for IP NGN network architecture can take advantage of
Occam Networks’ access technology in the last mile to serve both residential and business users. The d iscussion
will include specific Occam devices and access arch itecture, and highlight last-mile deployment models where
Occam technology complements the Cisco ServiceFlex design.

CISCO SERVICEFLEX NETWORK DESIGN

The Cisco ServiceFlex design defines the netwarirlaf the Cisco IP NGN architecture, which progidiee ability to treat each service
with optimal transport mechanisms, thereby pro\gdifficiency, reliability, superior quality of expence, and adaptability to future
services. Cisco ServiceFlex is a service-aware grtlayer architecture that supports essentialisemttributes at both Layer 2 and Layer
3, making it an optimal design to converge resiid¢and consumer services.

The Cisco ServiceFlex design enables service peosidioridwide to deploy IP data, voice, and videwises to a broad array of
customers — including residential and consumer,ngeroial and business, and education and governmesing DSL, Fiber to the
Premises (FTTP), and Ethernet access. This meansetvice providers can now economically use iexjsast-mile copper facilities —
either owned or leased — and aggregate triplegeayices over a cost-effective Ethernet or Multipeol Label Switching (MPLS)
transport. As network infrastructure continues fgrate toward optical facilities, the same arcHitee can easily adapt to accommodate a
provider’s needs. Cisco ServiceFlex provides coesiend-to-end QoS, security, and high-availabitibdels that service providers can
use to build diverse service-level agreements ($l@stheir customers.

The Cisco ServiceFlex design works with the laderaccess technology methods including:

DSL access for residential services
Ethernet to the Home (ETTH) for residential sersice
Ethernet to the Business (ETTB) using copper @rféccess for business-based services

Occam components allow the addition of FTTx actesisnology in the last mile while providing ADSLZF¥], and Ethernet connectivity
options. Figure 1 shows the ServiceFlex design ®itham components as part of the solution.
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Figure 1. Extending Cisco ServiceFlex Design with Occam Networks
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OCCAM ARCHITECTURE AND COMPONENTS

The Occam Broadband Loop Carrier (BLC) 6000 (Figreimplifies the access network by consolidatimgtiple functions into a single
network element. Its core service delivery modéldsed on the simplest, most cost-effective netwenknologies readily available today:

IP and Ethernet.
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Figure 2. Occam BLC 6000 Platform

The Occam BLC 6000 integrates the functions of &t iE&neration Digital Loop Carrier (NGDLC), Fiberthe x Optical Line
Terminator (FTTx OLT), IP DSLAM, optical multiplexeVolP line access gateway, line test system,Ethdrnet switch into an
environmentally hardened loop carrier system.

The system includes plug-in blades, chassis, cehiaad management software. It supports standerdgs and DSL modems and
integrates into Class 5 switching using TR-08 or&R. The BLC 6000 supports IP phones, integratedss devices (IADs), and
terminal adaptors for VolP softswitches. The priym@accam components are the BLC 6000 chassis, hlesleste terminal cabinets, and
Optical Network Terminator (ONT).

Chassis

The BLC 6000 system incorporates a unique distedbatrchitecture that enables system blades to tepieraither a 12-slot-high (BLC
6012) capacity chassis or in a standalone 1RU (BQQ1) chassis supporting universal sparing. Eacheo€hassis can support the blades
described in the following list. All BLC 6000 Sesiblades are environmentally hardened and designedrk in Occam'’s rich set of
remote terminal cabinets.

The BLC 6001 Stackable Chassis and the BLC 601R-Bapacity Chassiprovide flexible deployment configurations for the
BLC 6000 Broadband Loop Carrier system. With thessssis, BLC 6000 Series blades can be deploysthiadalone assemblies
for low-density applications, as stacks for mixegbability, medium-density applications, and in higpacity configurations at
sites requiring the greatest density. Together tiediyer the major benefits of the BLC 6000’s urédatelligent Blade
Interconnect Architecture.

The BLC 6012 High-Capacity Chassiglds up to 12 BLC 6000 Series blades. Any bladdehcan be deployed in any slot and in
any combination. This chassis can support 288 sbibscriber lines depending on the mix of avadddihdes used. Blade
interconnect is through a connection plane that distributes power and alarm connections to athefslots. The BLC 6012
delivers the features of a modular chassis wittioeifimitations of a switch fabric backplane. Thmassis is 12RU high including
the fan tray and fiber management shelf.

The BLC 6001 Stackable Chas@tigure 3) holds a single 6000 Series blade, whahbe deployed as a self-contained,
standalone unit. The blade plugs into the frobvéhg fast and easy field replacement without distecting rear access wiring.
Port capacity (typically 24 to 48 ports) is detarad by the blade used, but the 1RU chassis ismasip accommodate up to 96
lines. The units can be stacked with any combinatioblades to allow practical and economical Itevmedium-density
deployments that meet exact site configuration s€€de BLC 6001 chassis is 1RU high, allowing lowfjte deployment.
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Figure 3. Occam BLC 6001 Stackable Chassis

Blades
Blades are available in several models, dependinty® port type and densities. All BLC 6000 Sehikegles are environmentally hardened
and designed to work with Occam’s Remote Termiradi@ets. Table 1 lists the available blades.

Table 1. Occam Blades
Blade Model Basic Ports ADSL2PIlus Ports T1 Ports Optical GE Ports 10 GE Ports
6150 48 - 4 4 -
6151 48 - - - -
6152 48 - - 4 _
6252 48 48 - 4 —
6212 48 - 4 _
6440 - - 8 4 -
6640 - - 8 GR-303 or 4 TR 08 4 -
6660 - 8 4 -
6312 - - - 22 2 copper
6314 - - - 16 2 optical, 2 copper
6244 24 24 - 2 optical, 6 copper -
6246 24 24 4 2 optical, 6 copper -

Remote Terminal Cabinets

Occam’s remote terminals are basically a combinatfcthe BLC chassis and service blades housedardened chassis for deployment
in the field. Remote terminals are strategicalltatied throughout the provider’s serving areaggragate neighborhood traffic onto a
Gigabit or 10 Gigabit Ethernet access network,dsfly deployed in rings with 50 milliseconds (me}itiency. The number of subscribers
supported in a single remote terminal can ranga 24 to 1152.

Occam'’s environmentally controlled cabinets deliediable protection with a high degree of deplogtrigexibility. Occam cabinets are
full-featured enclosures that support multiple §assemblies with a full complement of fans, praiepanels, charger/rectifiers, and
batteries. Unlike current NG-DLC cabinets, Occaibiats have been configured to support the greahesnced service capacity
provided by Occam Broadband Loop Carriers, medtiegpower and heat requirements for ubiquitous D&lgo, and other high-
bandwidth services.

Optical Network Terminals

The Optical Network Terminal (ONT) provides symneat Gigabit Ethernet transport and direct actibeif subscriber access termination
for the BLC 6000 system. These devices are alswhras network interfaces devices (NIDs). The ONTYNMan be mounted outside a
residence or business in an environmentally hadienelosure, as well as inside the residence ddibgi
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Occam ONTs come in the following port configuragon

2342 Active Fiber Triple-Play Gateway with four Ethet ports and two voice ports

2321 Active Fiber Data and Video Gateway with f&tinernet ports

ON 2323 Active Fiber Data and Video Gateway withrf&thernet ports and one Home Phoneline Netwolikiide (HPNAv3)
ON 2343 Active Fiber Triple-Play Gateway with twthErnet ports, two voice ports, and one HPNAv3

DEPLOYMENT MODELS

Fiber networks come in many varieties, dependinthertermination point: premises (FTTP), home (FJ;T¢dirb (FTTC), or node
(FTTN). When choosing an architecture, a provides many things to consider, including the existingside plant, network location,
cost of deploying the network, subscriber densibg return on investment (ROI). Fiber to the HoEh¢rnet) architectures (sometimes
referred to as “active”) may be deployed in poo¥pbint (“home run”) topologies, as well as in stad ring topologies. FTTH
architectures may also be deployed using PassitiedDpletwork (xPON) technologies in multipoint twpgies. These technology and
topology choices have various deployment bengfitsselection of which will depend on the providashique service requirements.

Ethernet FTTH (Point-to-Point)

Ethernet FTTH may be deployed in point-to-pointdimgies, using dedicated fiber from an Optical Lireeminal (OLT) unit in the
central office (CO) that connects to an opticalvmek terminal (ONT) at each premise. The OLT andTQidvices are both powered
(“active”) and each is equipped with an opticaklasSubscribers can be as far as 80 km from theiGQLT, and each subscriber is
provided a dedicated “pipe,” which provides fultlivpectional bandwidth.

Over the long term, Ethernet FTTH (Figure 4) istast flexible and scalable architecture. Howeiresome deployment environments,
it may be less attractive when the physical lagstsare considered. As a dedicated fiber is deplty each customer premise, Ethernet
FTTH will require much more fiber than other topgikes, with each fiber running the entire distanetveen the subscriber and the CO.
The fiber cost and the size of the fiber bundlthatOLT may make this more expensive and inconwtiiesome service areas. Fiber
costs are generally a small portion (less thanekemt) of the overall deployment costs for EtheRIerH networks and should not
discourage service providers from this topologyicho

Figure 4. Ethernet FTTH (Point-to-Point) Architecture
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ETTH Star Topology

In ETTH star topology, also known as the “ActivauSEthernet” (ASE) architecture, multiple premishare one feeder fiber through a
remote node located in the remote terminal betwleeCO and the served premises. Environmentallgemed optical Ethernet
electronics — switches or Broadband Loop Carriease-installed at the remote node to provide siliiscfiber access aggregation.

The remote node can be shared between four tousdahd homes using dedicated distribution linkswils point-to-point fiber, Ethernet
FTTH subscribers in the star topology can be aage80 km from the remote node, and each subsdsilpeovided a dedicated “pipe,”
which provides full bidirectional bandwidth.

ASE reduces the amount of fiber deployed, lowedosts through the sharing of fiber. It is similarcurrent telco copper architectures
and is more likely to be readily accepted by curr@twork planners. ASE also offers the benefitstafdard optical Ethernet technology,
presents much simpler network topologies, and siipowide range of CPE solutions. And, most imgoatly, ETTH in star topologies
provides broad flexibility for future growth andaspopular choice for independent ILECs, cable ajes, and municipal utility districts.

EMBRACING STANDARDS

Through active participation in the many standdmadies defining and promoting emerging technol@jgco and Occam are at the
forefront of providing end-to-end solutions basedstandards. With building blocks defined by th& F=ITU, and IEEE, these solutions
are designed to support emerging architecturesendrements specified by the DSL Forum, ATIS, trelMetro Ethernet Forum (MEF)
in support of residential and business servicdsidieg IPTV, triple play, carrier-class voice, acatrier-grade business Ethernet. For
more information on the standards, please refer to:

IEEE 802.3 — Defines Ethernet including EtherneTHTup to 10 Gbps

IEEE 802.3ah — Extension to IEEE 802.3 for Etheimdie First Mile

Includes Ethernet PON (EPON) and Ethernet Operstiddministration, and Maintenance (OAM)
ITU G.983.x — Defines Broadband PON (BPON) speatfan
ITU G.984.x — Defines Gigabit PON (GPON) specificat

The DSL Forum’s TR-101 specification for migratimnan Ethernet-based access network architecttablishies a clear set of
requirements for the access component of servimédger networks. Based on the requirements defin€SL Forum TR-058, TR-101
utilizes the following reference architecture (Figb):

Figure 5. TR-101 Architecture
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Ethernet Protection Switching Resiliency

Ethernet Protection Switching (EPS) is an Occanelig@ed technology — based on Ethernet standardistrahsport redundancy and
failover protection. It provides sub-50-ms failoverthe event of link or node failures, thus hefpensure uninterrupted voice, data, and
video sessions across a BLC access network. ER&tep@ver ring-based topology configurations taat be simple rings or traditional
network star and tree topologies built as collapsegs.

The key innovation of EPS is Occam’s coupling ahstard Ethernet VLANs and Ethernet switching tetbgywith a simple heartbeat
mechanism. The essential characteristic is thatari&trecovery takes less than 50 ms. All protectevork topologies are implemented
as a physical ring and heartbeats are transmittedth directions of the ring and listened for atlenetwork node. In the event of a
failure, the heartbeats are missed and traffisvicched to the alternative direction.

All network control and service traffic is assigrniedvLANs and grouped into one of two “path grou3ne path group goes in each
direction on the ring, thereby load sharing théfit@cross all of the available network bandwidime of the VLANs in each path group,
reserved for network control, carries heartbeats seery 10 ms. BLC nodes in the access netwosketh” for the heartbeats of both path
groups. If two heartbeats are missed, the tradfautomatically switched to the healthy path gr@@grause the trigger for a switch is
“missing heartbeats,” EPS protects against bothdimd node failures. When a fault is repaired, BBR®matically reverts the traffic to the
primary path.

RESIDENTIAL DEPLOYMENT MODEL

Figure 6 shows a sample residential deployment.Bf#® domain is created using a fiber ring of BLO®Bystems and Remote Terminal
Cabinets. The BLC 6000 connects into the Cisco T&@@es Router, used as a broadband network ga{@My) in the regional
network, and the remote terminals connect to thiglemces using FTTx or ADSL2+/VDSL connections.

Figure 6. Residential Services Topology
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BUSINESS DEPLOYMENT MODEL

Figure 7 shows a sample business deployment. Therigit Protection Switching (EPS) domain is creatdg a fiber ring of BLC 6000s
and Remote Terminal Cabinets. The BLC 6000 conriettighe Cisco 7600 Series Routers, used as pepeidge Ethernet access
aggregation switches in the regional broadband erétvand the remote terminals connect to the resieie using either FTTx or
ADSL2+/VDSL technology.

Figure 7. Business Services Topology

UNI AND NNI ROLES

Occam uses the following Cisco UNI, NNI, and seswspecifications.

User Network Interface
The functionality required to support the UNI isplamented at the port level within the access n@tles functionality is a subset of
Occam’s comprehensive IP Subscriber ManagemenMJP@mework, which includes:

Support for multiple or single virtual circuits ¥LANs per UNI with different encapsulations: RFC8%6bridged/routed, Point-to-
Point Protocol over ATM (PPPoA), Point-to-Point fxal over Ethernet (PPPoE), and PPPoOEOA

Subscriber virtual circuits or VLANs may correspdondlifferent services, which may be specificallgpped to a corresponding
transport VLAN

Includes support for DSL Forum TR-101 N:1 and 111AM service models
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Subscriber aggregation while offering:
Layer 2 subscriber isolation within the same VLA8Ing MAC Forced Forwarding
Line identification based on DHCP Option 82 fordibscribers
Multicast routing (for Broadcast TV) using IGMP sipng with proxy reporting
Congestion management with IEEE 802.1p QoS support
Metering (rate-limiting) on a per-service basis
Rigorous security functions to protect the subsgrdnd the network:
Prevent MAC, Address Resolution Protocol (ARP), Ehdpoofing
Limit number of MAC addresses per port
Limit Multicast groups per port
Prevent denial-of-service (DoS) and distributed oB0S) attacks
Eliminate broadcast traffic

Provide protocol blocking based on Ethertype, IRd¢z, or TCP/UDP port numbers

Network-to-Network Interface
The Network-to-Network Interface (NNI) in this cent is the point at which the Occam access netinekfaces to the Cisco IP/MPLS
core. The primary requirements at this interfaeerasiliency, QoS, and control-plane signaling.

NNI Resiliency
The preferred mechanism for resiliency is the Fieklprotocol, enabling sub-50-ms protection onlkiMd links. An alternative approach
is Rapid Spanning Tree Protocol. FlexLink is prefdrbecause of its convergence characteristics.

NNI QoS
Quality of service coordinates the behavior ofdata plane in the event of oversubscription. The silpports Two-Rate, Three-Color
markers in the downstream direction and IEEE 80%itlp eight priority queues and strict schedulinghe upstream direction.

NNI Control Plane

Control-plane signaling for Ethernet traffic at tibll is accomplished using IEEE 802.1d, IEEE 8024y IEEE 802.1ad extensions to
802.1q for Q-in-Q encapsulation. Control-plane algrg for multicast uses Internet Group Managenintocol (IGMP) snooping with
proxy reporting.

Network Sizing

Network size is constrained by bandwidth and irderasources for managing switching and routindetablo support massive scalability
with deterministic QoS and carrier-class resilier€igco and Occam build network hierarchies withisgefined access network segments
aggregating to an IP/MPLS core. Cisco 7600 Seragdrs support large resource pools, enablingaitmimation of a large number of
access networks. An access network segment isediefis an Occam EPS domain and connects to the TE8€oSeries Routers through
two ports at the NNI. Each EPS domain supportoul6t000 connected devices and can support up&®ad@e voice endpoints. Typical
deployments restrict the size of the EPS domaB0@@0 connected devices.

The number of devices per subscriber depends osutbecriber service model deployed. Occam recomsémiting the EPS domains to
8000 MAC addresses per ring segment and 16,000 BbiiEesses total per EPS domain. For help with pigrthe number of devices
per ring segment, the number of ring segments P& @omain, and the number of EPS domains per C@0 Series Router, please
contact your Cisco or Occam account representative.
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VIDEO SERVICE DELIVERY: EFFICIENT BROADCAST VIDEO D ISTRIBUTION

A major component of the transport architecturdaégsmulticast transport architecture for video (F&g8). A routed Layer 3 network is
used to transport video between the video encaddlre head-end and the access network. The vigtogy is separated from the voice
and Internet access topologies by means of sepdt#tNs for video. Multicast is transported throutite network on its own VLAN,
allowing the decoupling of set-top box (STB) traffiom Multicast transport to enable optimal setyuaind monitoring capabilities.

Figure 8. Cisco and Occam’s Broadband Solution

The STB located in the subscriber home, underubsaiber’s control, issues IGMP Joins and Leawesgnal channel changes to the
Occam BLC. Occam BLCs use IGMP snooping with pn@porting at the UNI, the blade, and the chassifftoiently prune multicast
and quickly communicate channel change to the eastrouter. Channel change latency can be meaasitbe time between the request
for a channel change and the time at which thegdimsket from the new channel arrives at the ST dctual channel change time
experienced by the end user depends on the buffarid video display capabilities of the STB andegponding video encoding
technology used.

If a subscriber changes to a channel not currdxilyg watched, the group membership table willdaté that this is the first viewer of
that channel and will proxy the Join request upstreBecause the channel is actively joined, sulsgquaewers will be noted in the
group membership table, but will not have theinJeiquests proxied upstream. When the last vieharcbannel is removed from the
group membership table, the last Leave requesbidqal upstream, indicating that there is no irgefer that group at that Occam BLC
blade. Similar group membership tables exist atropiiuning points in the network.

Ensuring Quality with Interactive Content

Video on demand (VoD) and interactive content cakerunpredictable traffic demands on the netwoelakPservice demands in highly
populated BLCs could cause congestion as usersmdifior interactive content. The Cisco BroadbanktP®anager is a tool that can
monitor VoD requests and bandwidth availabilitytha than congest the network and provide pooricefer a number of subscribers,
the policy manager will deny sessions until bandkvid available. This becomes critical during paakge hours or if VoD rates exceed
assumptions. An example of this scenario wouldurénd time of inclement weather, when more substslare likely to order premium
services.

SECURITY AND QoS INTERWORKING

The Cisco and Occam solution architecture is lauilthe principle of service separation to maintgparate data planes for each service.
This allows end-to-end, granular control of QoSdach of the services offered. This model provatesnportant approach to embed the
security framework within the design. For exampldeo services are routed within the global routislgie while voice services may be
contained in a Virtual Route Forwarding (VRF) talidata services can be contained in a VRF table fiistributed network or a network
without a Cisco Broadband Remote Access Servaramhave a logical network overlay such as Ethernet MPLS (EoOMPLS).
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Security Features

The Cisco and Occam solution provides end-to-endrig for triple-play services. By taking a hoitsapproach to security through
design, a network infrastructure can be equippatktiver next-generation IP services and elimitlagepossibility that threats would
impact those services.

Occam'’s IP Security Management (IPSM) featuresqueidoS attacks at the edge of the access netbey. secure the service
provider’s network against:

IP identity theft (static or through DHCP)

Broadcast packet storms (ARP, DHCP, etc.)

Malicious or unauthorized traffic

IPSM is comprised of four essential components:

DHCP Agent
Appends Option 82 info for DHCP Server IP addressgmment by physical port
Provides per-VLAN source IP and MAC address combiedidation and antispoofing
ARP Agent
ARP Proxy reduces and manages ARP traffic
ARP Reply Gateway manages peer-to-peer and brdatdatiic
Blacklisting Agent
Protects against irregular traffic patterns (ARPI@P, and IGMP)
Autoreverts when condition is corrected
Security Filters (Access Lists)
Configurable filters for TCP/UDP port traffic anB ubnets

The Occam BLC 6000 applies rate-limiting and mansithe rate of all “trapped” packets that come flsubscriber. Depending on the
configuration, trapped packets may include DHCPPABr IGMP. If a provisioned rate-limit is exceed#te port will be blacklisted. This
will generate an alarm and may optionally causeptire to be taken out of service.

Because this DoS prevention scheme is distributedapplied at the port level, no single or distt#alDoS attack can affect anyone’s
service other than the attacker.

All traffic not “trapped” by the IPSM protection mieanisms is forwarded at wire speed. With propérvork engineering and QoS
configurations, no subscriber-initiated action wifect any other subscriber on an Occam BLC.

Occam’s Native IP Management is configurable thioaVeb GUI or CLI. It shows the status and effestess of the service provider's
secured network, and provides configurable alaomsécurity violations.

Cisco platform protection mechanisms include:

DoS prevention
Control-Plane Policing
Receive ACLs

MAC forced forwarding

Rate-limiting based on “trapped” packets
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Intrusion prevention
MAC address and port security
Protection against broadcast and multicast flooding
IGMP Proxy
Additional security features that can be impleméntéhin the network include firewall service mods] intrusion prevention, and

intrusion detection services.

All of these security features keep the network méunwanted traffic and transport, helping enaliebest video and voice quality
throughout the network.

Quality-of-Service Features
For both broadcast video and voice services, QaSpkemented on a per-service basis, where theegmtdoadcast video or voice service
on aring is treated with a certain predefined nitiduser-selectable). See Table 2.

Table 2. QoS Model

Service Recommended QoS Method
Video Per service

Voice Per service

Data (Internet) Per service/per subscriber

The data services, which can consist of eithedesdial Internet service or business data serviaa@spe treated separately by QoS, giving
each service a priority scheme for periods of cetige.

Proactively monitoring service levels is criticaldarriers that need to not only provide SLAs, dab need to monitor the SLA to know
when a threshold is being exceeded. IP SLA embeiid€isco 108 Software allows for monitoring and notificationwhen these
thresholds have been exceeded, and can be definibe dopology.

Traffic entering an Ethernet Protection Switchiig®8) domain on a tagged interface is trusted satittie 802.1p priority present on
ingress will be maintained throughout the EPS daraad prioritization will occur accordingly.

Traffic originating from BLCs in an EPS domain (sced from the BLC, not the subscriber) will haviatentiated services code points
(DSCPs) set according to the application prioritgd @ corresponding 802.1p setting. This providesaindation for end-to-end QoS
with applications running between EPS domainsliayer 3 routed network.

Occam recommends the following 802.1p prioritizatscheme (Table 3) and a corresponding Differeadi&ervices (DiffServ) scheme
based on the recommendations of the IETF drafft-beker-diffserv-basic-classes-04.

Table 3. IEEE 802.1p Mapping to DSCP
IEEE 802.1p
Service Scheduling Priority DiffServ Code Point DiffServ Code Point
Network Control Strict Priority 7 56 Cs7
NSP, CES Strict Priority 6 46 EF
Network Management and Voice Strict Priority 5 40 CS5
Video/Middleware/VoD Strict Priority 4 24 CS3
Data3 Weighted RR 3 30 AF3-3
Data2 Weighted RR 2 16 AF21-3 & CS-2
Datal Weighted RR 1 10 AF11-3
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IEEE 802.1p
Service Scheduling Priority DiffServ Code Point DiffServ Code Point

Best Effort Weighted RR 0 0 0

Carrier-Class High Availability

To achieve carrier-class high availability in anni@work, a service provider requires layers ofirethncy and quality products with
substantial mean time between failure (MTBF). Mléiphysical links and redundant equipment eling@rggle points of physical
failure. However, although alternative paths andiggent are available, Layer 2 and Layer 3 inteltige is needed to provide path
redundancy and recovery within the required recptiare.

Cisco and Occam both support a link-based redurydsateme called FlexLink. FlexLink is a featuretthans on Layer 2 switch ports,
and provides a physical-layer redundancy schemedogson link status. If a link loss is detectea, blackup link is activated. Figure 9
shows some of the high-availability features of@isco and Occam Service Flex network architecture.

Figure 9. High-Availability Features

SUMMARY
The Cisco and Occam Service Flex network architeampowers service providers to deliver next-gatiar services that are truly

carrier-class, with the flexibility and scalability meet current and future demands.

For more information, please contact your accoeptasentatives at Cisco Syst&mand Occam Networks.

ABOUT OCCAM

Occam’s equipment allows telecommunications sempiogiders to profitably deliver traditional phoservices as well as advanced voice-
over-1P, residential and business broadband, ggithbfelevision services through a single, alll{g@ccess network. Serving more than
170 telephone service providers, Occam leads thestny in the application of IP and Ethernet tedbgi@s in carrier access networks.
Visit http://www.occamnetworks.com

ABOUT CISCO

As the worldwide leader in networking, Cisco depsldardware, software, and service offerings telt bonnect people in business,
government, education, and the home. Founded i4,10i8co has led in the innovation of IP-based pétimg technologies and is
committed to helping services providers worldwidelee their networks and businesses. Misip://www.cisco.com/
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